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The “EnKF” team

●Peter Houtekamer and Xingxiu Deng: 
development of the global EnKF,

●Herschel Mitchell:
En-Var minimization for an ensemble,

●Young-noh Yoon (postdoc): 
observation error statistics,

●Mark Buehner: 
En-Var minimization for a deterministic analysis,

●Seung-Jong Baek, Thomas Milewski and Luc Fillion:
regional and local EnKF + link with universities,

●Ervig Lapalme:
scripting standards and link with operations,

●Jeffrey Blezius and Bin He:
code optimization and modularization,

●Normand Gagnon: 
aspects related to the forecast model + link with users.



Overview

• Introduction,

• The Kalman filter (KF) equations,
+ conditions to respect,

• Summary of the EnKF algorithm:
i.e: approximations to the KF that make it work,

• The 2012 EnKF/EPS upgrade: 
increasing the resolution of the system,

• Numerical aspects,
scaling on a supercomputer,

• Limitations: 
problems we cannot quickly solve with brute force,

• Conclusions.



The Kalman Filter (KF) equations

xat =x f tK ot −H x f t

K=P f t HT H P f tHTR−1

Pat = I−K H P f t

P f t1=MPat MTQ

x f t1=M xat 

 (1) analysis increment

(2) Kalman Gain matrix

 (3) analysis error covariance

(5) evolve the best estimate

(4) evolve error covariances 

The Kalman Filter (KF) equations provide the framework for the
data assimilation problem.

To obtain good results, we need to respect the conditions 
under which the equations were derived.



Conditions to respect (I)

Conditions relating to observations and bias:

●The observations should have no bias,
In practice, in particular radiance observations suffer from bias.

●The forecast model should have no bias,
In practice, forecast models suffer from stratospheric biases.  

●The error in the observations and forecast must be uncorrelated,
In a cycle, systematic errors become correlated.

●The observation error covariances R must be known,
Correlations in R are not well known and usually neglected.

As we will see with an example in this talk, it is very difficult to cleanly 
separate bias in the observations from bias in the forecast model.

In an extreme case, stratospheric analyses may diverge from realistic
atmospheric conditions.



Conditions to respect (II)

Conditions relating to the model and nonlinearity.

●The error covariances Q of the forecast model must be known,
We have little information on this term.

●The forecast model M must be linear,
We can deal with non-linearity in the model evolution. However, 
as a result of non-linearity, error distributions become 
non-Gaussian. The analysis update equation cannot
properly deal with that.

●The forward model H must be linear.
For some datatype, like scatterometer data, the issue is 
important.

Our progress, as a data assimilation community, depends on the 
continued progress in dealing with the above 7 conditions. 



The Ensemble Kalman Filter (EnKF)

First introduced in 1994 (Evensen), the EnKF is a popular 
KF approximation in high-dimensional systems. At the 
Canadian Meteorological Centre, we had a first operational 
implementation in 2005.

Since the original proposal, different scientists proposed 
different methods to deal with various aspects of the 
assimilation problem. There is now a wide variety of EnKF 
algorithms.

Along a completely different line of development, followed at 
ECMWF, one can also develop a weak-constraint 4D-Var to 
approximate the KF.



The EnKF equations
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 (1) the analysis increment is computed for an ensemble

(2) To compute the Kalman Gain matrix, the matrices with P and 
H are estimated directly from an ensemble.

(5) The analysis ensemble is evolved in time to give a forecast 
Ensemble. Random model-error perturbations are added. 

Because we obtain an ensemble of analyses and forecasts, 
we don't need separate equations for the analysis and 
forecast error covariances.



Monte Carlo methods 
in the global ensemble

192 sets of perturbed
observations

Ensemble Kalman 
filter

Add random 
system error

192 6-h forecasts
with different model

configurations

 Select 20 members 
for medium-range 

forecasts

Use all 192 analyses for  
the data-assimilation

cycle

Add random 
system error

Perform 20 16day forecasts
using different model configurations

and stochastic parameterizations

Generation 
of products 

for users



Stochastic and deterministic filters

1) Stochastic: Early EnKF implementations (Houtekamer and Mitchell 
1998), as well as the Canadian operational EnKF, use sets of randomly 
perturbed observations as suggested by the Monte Carlo methodology.

2) Deterministic: Whitaker and Hamill (2002) propose an Ensemble 
Square Root Filter (EnSRF) in which observations are not perturbed. 
Instead, the ensemble of background perturbations is combined with the 
observations using a modified gain matrix. The modification is such that 
the appropriate analysis error covariances are obtained (Eq. 3).

Lawson and Hansen (2004) show that, in the presence of nonlinear 
dynamics, the deterministic filter can lead to pathological non-Gaussian 
ensemble distributions (with one or a few outlying members).

The issue is unresolved and depends also on other choices for the 
analysis step. 



Cross validation

When using a single ensemble of N members, the ensemble
members are used both (1) to determine the gain matrix K and 
(2) to determine the quality of the K. This violates Monte Carlo 
principles and results in an underestimate of the analysis error 
(Houtekamer and Mitchell 1998).

As in a cross-validation approach, it is possible to use certain 
ensemble members to compute the gain matrix K and other 
members to test the quality of that gain. In the operational 
Canadian EnKF, 4 sub-ensembles are used. To assimilate each 
group of 48 members, the remaining 144 members are used. 

It is not evident how to combine deterministic and cross-validation 
algorithms.



A perfect model experiment with the 
Canadian EnKF



Localization

Due to the small ensemble size O(100), it  is necessary to localize the
impact of observations.

The impact of an observation can be smoothly forced to zero at large 
separation using a Schur product of the ensemble based covariances 
and a covariance function with compact support (Hamill et al. 2001 and 
Houtekamer and Mitchell 2001). 

Alternatively one can use a box analysis method as in the LETKF 
(Local ensemble transform Kalman filter, Ott et al. 2004)

Localization is a deviation from the original Kalman filter equations and 
causes imbalance.

K=Loc r , P f tHT Loc r ,H P f t HTR−1



Sequential ensemble Kalman filter

N first-guess fields

first set of
observations

first-guess covariances
from the ensemble

EnKF

N second-guess fields

second set of
observations

second-guess covariances
from the ensemble

EnKF

N third-guess fields

N analyses

Kalman filter: observations 
can be grouped into 
independent batches with 
the same final result. 

Stochastic EnKF with 
localization: the final 
result depends on the 
order of the 
observations.



Extended state-vector approach

In the EnKF, we use a 6-h data-assimilation window. 

●● ● ● ●

●● ● ● ●

 3         4.5      6         7.5      9h

 3         4.5      6         7.5      9h

 digital filter data

data

 analysis analysis

To permit time interpolation, the state vector consists of the 
five dotted points (x(3h),x(4.5h),x(6h),x(7.5h),x(9h)).
Only the analysis at the central time is used to start the 
subsequent integration. It is therefore more economical to
use an extended state-vector (Anderson 2001) with only 
(x(6h),Hx).



Summary of the Canadian algorithm

• All EnKF variations use (1) an ensemble of model forecasts  to 
transports the analysis covariances to the next analysis time.

• Covariances must be localized. This can be done either (2) using a 
Schur product or (3) local analysis domains.

• In the case of a (4) global analysis domain, (5) a sequential filter must 
be used. 

• It would seem only the Canadian EnKF uses (6) a stochastic filter as 
opposed to (7) a deterministic filter.  

• (8) cross validation with sub-ensembles  is used. With (9) a single 
ensemble, (10) covariance inflation is necessary.

• Time interpolation is implemented using (11) an extended state-
vector.

The use of options 1,2,4,5,6,8 and 11 in the Canadian EnKF would 
appear to be stable. In the NCEP EnKF, options 1,2,4,5,7,9,10 and 11 
are used (for another stable set of choices).



Components of the 2012 EnKF 
upgrade

1) The use of a multiscale algorithm, 

2) Reduction of the model time step from 30 to 20 minutes,

3) Migration from a 400x200 to a 600x300 horizontal grid,

4) Move from 58 to 74 vertical levels,

5) Filtering of the topography,

6) Less thinning of observations (using 2.7 times more 
radiances).

7) Improvements to model physics and other changes. 



Changing environment 

In December 2011, our center obtained 2 IBM POWER 7 frames 
to replace 2 existing POWER 5 frames.

To our delight, it turned out the EnKF runs substantially faster 
(about 3 times) when using an equal number of processors on the 
new computer. In addition, the POWER 7 frames have about 4 
times more processors than the POWER 5.

We have thus been able, with the increased resolution, to 
increase the cost for the model runs by about a factor of 4 and 
the cost of the data assimilation by about a factor of 8.

Thus, the progress you will see is largely due to brute force.



Experimental procedure

• When we propose an operational change, we need to 
perform a comparison of the operational and the 
proposed system for two months in winter and two 
months in summer. We need to show verifications for the 
EnKF and also for the EPS which takes its initial 
conditions from the EnKF.

• In the same “upgrade package” is also a major change to 
the deterministic prediction system. The deterministic 
system provides us with bias-corrected observations. It 
adopted a new higher-resolution version of our dynamical 
model that uses a staggered vertical coordinate. The new 
system has significantly reduced biases.



Verifications against 
radiosondes at 6h

Blue curves: operational 
EnKF.
Red curves:
Proposed EnKF.
Improvements in the 
troposphere are significant. 
Above 100 hPa the 
improvements are small.
Biases did improve 
substantially. 
The improvement in winter 
is similar. 

solid: std. dev.
dashed: bias
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Impact  on the quality of medium-
range forecasts.

The medium-
range 
ensemble 
forecast has 
been verified 
against the 
global 
radiosonde 
network.
We see a big 
positive impact. 
 



Why so much improvement?

The new EnKF system better respects the conditions 
underlying the KF.

The bias correction of the observations has been much 
improved (due to the use of an improved and higher-
resolution version of the deterministic model in the bias 
correction system).

The higher-resolution model is more accurate and more 
active. This reduces the role of the badly known model error 
covariances.



In search of our limits

In the current operational upgrade, we have substantial 
improvement largely due to higher resolution which has 
been made possible by the use of more processors on a 
faster computer.

Of course, we want to know how much more improvement 
would be possible on our current (until 2013) or an even 
faster computer (beyond 2014).

For this reason, we have pushed some of the parameters of 
the algorithm to see what happens on the computer.



Computational aspects

In an operational data-assimilation cycle, we have a time-
critical analysis step. The analysis must be done quickly to 
permit starting the operational forecasts.

We also have to create an ensemble of background fields to 
be used 6 h later when the next set of observations will be 
available.

With 192 members and a 600 x 300 x 74 grid, 
 the analysis takes    432 000 CPUsec and 
 the model takes 1 336 320 CPUsec. 



Scaling for the model

The parallelization for this step is nearly perfect because different 
members can be run independently.

Let us suppose our highly ambitious centre decides to use an 
eight (1/8) of its computing power for the model integrations of the 
operational EnKF.

With 4 000 CPU for 3h, we have 43 200 000 CPUsec.
In the proposed operational configuration we use only
            1 336 320 CPUsec. 

Thus, we could potentially increase the cost of the model runs by 
a factor of 30 on our current computer.



Scaling for the analysis

The main cost of the analysis step of the EnKF involves the term:

K=P f
(t )HT

(H P f
(t)HT

+ R)
−1

H P f tHTR−1

P f t HT

By virtue of the sequential algorithm, the cost associated with the term: 

can be kept small.

The main numerical cost is to construct the matrix (of size N_grid x 
N_obs): 

from the covariance between the ensemble of states x and interpolated 
states Hx. Subsequently, we need to multiply this matrix and an 
ensemble of scaled innovation vectors. These operations are of order
O(N_grid x N_obs x N_ens). 



The parallel EnKF algorithm

Example with
2 observations,
15 gridpoints and
4 processing 
elements (PEs)

• Subsequent grid 
points are 
assigned to 
subsequent 
processors.

• Observations 
are seen by all 
processors.



Strong scaling

In these experiments, 
we assimilate a 
regular amount of 
observations into an 
ensemble of 192 trial 
fields on a 600 x 300 
grid (i.e. as will be 
delivered to 
operations). We see 
how fast it can run 
with more PEs.
The time spent on 
reading and writing is 
small.



Weak scaling with #observations

In weak scaling 
experiments, the 
number of 
processing elements 
is increased when 
the problem size is 
made bigger. With 
perfect weak scaling 
the bars would have 
the same height. 
Compute time 
increases with 
increasing number 
of observations. 



Problems with weak scaling

Some parts of the 
current algorithm 
cannot be 
expected to scale 
well. For instance, 
updating the 
extended part of 
the state vector 
scales with the 
square of the 
number of 
observations.  



Weak scaling with ensemble size

The EnKF scales 
well with expanding 
ensemble size. This 
is due to the 
decreasing relative 
cost of localization.

At some stage I/O 
costs (and available 
disk space) will limit 
ensemble size.



Weak scaling with grid size

For a small 
increase in grid 
dimensions, the 
weak scaling is 
nearly perfect.

We had a problem 
generating an even 
bigger 1200 x 600 
grid (in one of the 
preprocessing 
steps we had not 
enough memory).



Summary of the parallel performance

On our current computer, we will be able to increase resolution 
parameters again.

The main programming challenge is to keep the amount of 
required memory per processing element small enough when the 
grid and ensemble sizes go up.

An important hardware issue is that the EnKF can generate 
massive amounts of meteorological fields. It may be impossible to 
store or even archive an important fraction of these fields.

This is an issue if one wants to use the global EnKF to pilot a 
regional EnKF or an En-Var system.



Limitations

Are there any fundamental problems that will appear when 
we continue to increase the resolution of the EnKF?

• Localization parameters
can we localize in a manner that is appropriate for both 
large and small scales?

• Digital filter finalization
can we still define balance when going to smaller scales?

• Link between the data assimilation and the model
Currently the model has more variables than the analysis 
(e.g. cloud water). This causes a spin-up.



Digital filter finalization

In the digital filter finalization (Fillion et al. 1995), a weighted 
mean of the states of 6h model run replaces the true model 
state at 3h. A balanced integration is subsequently started 
from the filtered state at 3h.



Towards a 3-h assimilation window

Currently, the data-assimilation uses a traditional 6-h window. As 
we continue to increase the resolution of the model, the limited 
predictability of the smallest scales  will force us to reduce the 
length of the assimilation window. What problems will we face in 
going from 6-h to 3-h?

Currently the digital filter finalization, which is non-incremental, 
has a small undesirable impact on the atmospheric tides. 
Applying the same filter twice as often would aggravate the 
problem. Ideally, we would use a balancing method which only 
acts on the analysis increments. 

Also, with a shorter assimilation window, we can no longer filter 
the same temporal frequencies in the digital filter. 



A limited control vector

In the EnKF, we use observations to improve the estimate 
of the two horizontal wind components, temperature, 
specific humidity and surface pressure.

The dynamical model has more variables (e.g. cloud water). 
==> The model start-up procedure has to initialize variables 
missing in the analysis. ==> If we would assimilate at every 
time step, the model would have no clouds! ==> 

We need to improve the link between the data-assimilation 
and the model if we want to reduce the window length to 3h.



Conclusion

We thank our managers and ex-managers: Louis Lefaivre, 
Dave Steenbergen, Pierre Gauthier, Godelieve Deblonde, 
Véronique Bouchet, Gilbert Brunet  and Martin Charron  for 
the continued support of the EnKF development.

We think that we can make substantial progress by 
increasing the resolution and improving the weakest 
components of the algorithm.

With the experience gained and parallel developments 
elsewhere (NCEP), one can hope that the development-
path leading to an operational implementation will be shorter 
for other groups. 
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